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1. Introduction

The DNS does an important role in the internet infrastructure. It provides a distributed mechanism which resolves host names to Ip addresses and vice versa. It also supports other lookup capabilities to retrieve information about Canonical Names, Mail Exchangers, etc.

Unfortunately, there are many security weaknesses around the Ip and other protocols which are carried by Ip. So, DNS is not immune and there are many threats that surround it. Because its information is vital for many Ip based communication, there were many working groups to add security for DNS (DNSSEC). Threats in DNS are because of the lake of integrity checking of data in DNS and authority.

In this report we will give you an overview of DNS, its weaknesses for security, threats and new security extensions to the existing DNS.

2. What is DNS?

To communicating between to computers that support Ip, knowing other’s Ip address is the first step. Ip address is an unique 32 bit number which shows the location of the hosts in a network. This number can be shown as four decimal numbers separated by dot (“.”).

Even though memorizing four decimal numbers is easy, there is a limit for how many Ip addresses we can remember. There is a need to a directory for assigning Ip addresses to host names because memorizing names are easier than numbers.

Firstly, Standford Research Institute’s Network Information Center (SRI-NIC) was responsible to maintain a single file (hosts.txt). With rapidly growing of Internet, managing of that file was too difficult. Also, it was no guarantee for uniqueness of hostnames in Internet.

Therefore, an Internet distribution database which maps hostnames to numerical Ip addresses was created and it was DNS.

3. DNS Components

Dns has three Components, server, client and its database. The server is referred to as a name server. It is responsible for managing and assigning clients to find information in the DNS tree. The database is a distributed database which maintains DNS tree and Resource Records. Clients or DNS resolvers are responsible for initiating and sequencing queries.

4. DNS Cashing

In order to reduce load on DNS servers because of huge volume requests from clients, designers provide caching mechanism for a specific period of time after a successful answer.

Time to live (TTL) is a time set by administrator of DNS server which defines the time which entity in the cache is valid.

[image: image2.png]Step 1: Chack
Resolver Cache

Resolver

Step 5: Write

Resource Record to

Cache

Step 2: Domain ———_
Name Resolution
Request

Step 4: IP Address
Returned to
Resalver

Step 3: DNS Server
Performs DNS
ookup

% &iithoritative Server
For
Company.com





5. DNS in real world

Generally, DNS resolution takes place in client applications like mail-clients and web browsers transparently. When an application requests a DNS lookup, the request is sent to the local DNS resolver which is in local operating system. Then, DNS resolver will search its cache and provides answer to request. If it could not find the answer, resolver will send request to designated DNS servers. For home users, ISP will supply the DNS server which firstly searches its local cache and if it could not find answer it will send query to others and so on.

Each DNS resolver put the answer in its cache and finally passes it to the application.

DNS uses UDP on port 53 for requests and replies. If the response data size exceeds 512 bytes, TCP is used instead of UDP.



6. Threats to the DNS

The original DNS did not include security, because all information that it contains is used as communication data. The advent of commands and their dependencied on hostnames for authentication such as “r” commands in Unix, NFS and HTTP, put demands on accuracy of information within DNS. False information in DNS cause dangerous problems and unexpected results. Most of the weaknesses in DNS fall into one of the following categories:

Cache poisoning, Client Flooding, compromise of DNS server’s authoritative data, etc.

6.1. Cache poisoning

If DNS server does not have the answer of queries in its cache, on behalf of the client, the DNS server passes the query to another DNS server. If the query is sent to a DNS server which has incorrect information, whether intentionally or unintentionally, then cache poisoning can occur. In this case, DNS query for a domain returns an IP address of attacker’s domain instead of the intended domain.

Figure below shows the steps of cache poisoning:

Step1: Resolver checks its cache to see if it has an entity for Farpoint.companyA.com.

Step2: Resolver finds out that there is not entity in cache, so sends request to internal DNS server.

Step3: DNS server checks if it is authoritative. In our case, it is not authoritative for companyA.com and then it checks its cache to see if it has an entity for Farpoint.companyA.com. It has not, so

Step4: It sends a query to an external DNS server (Internet root server). Root server returns the address of an authoritative server for .COM.

Step5: Resolver sends a request to authoritative server for .COM and then the server sends back the address of DNS server authoritative for companyA.com.

Step6: Resolver sends a request to authoritative server for companyA.com. Now, one attacker decides to poison the internal DNS cache. The attacker must know the transaction id to be able to intercept a query and send false information. Finding transaction id is simple for older DNS software but newer DNS systems have safeguards.

All the attacker needs is time to finding that id.

In this example, attacker uses a botnet to initiate a DoS attack to slow the response of real server. While our real server struggles to deal with attack, attacker’s DNS server has time to understand the transaction id. With transaction id, attacker response to query with its own Ip address, not the Farpoint.companyA.com’s.

Step7: False Ip address is returned to the resolver.

Step8: Resolver makes an entity in cache and starts a session with the attacker’s site. All clients on the internal network which request resolution for Farpoint.companyA.com will receive the attacker’s Ip address.
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6.2. Client Flooding

When a client sends a query, but receives thousands of DNS responses from attacker the client flooding occurs. It is because of lake in authentication of responses. Therefore without strong authentication, the client can not verify the origin of response.

6.3. Compromise of DNS server’s authoritative data

Another threat for DNS server is when an attacker gains administrative privileges and plans to modify zone information. Careful configuration such as using latest version of BIND, minimizing number of other services which are offered on the same machine, limiting access can prevent these threats. But, appropriate security is needed to provide adequate protection in DNS, and it is only accomplished through DNSSEC.

7.0 Overview of DNSSEC

DNSSEC specifies a security extension to DNS by defining an additional RR’s which can be used by DNS clients to validate the data integrity , authenticity of the  DNS response. If there is a negative information in the response like domain or resource type does not exists, such information is also authenticated. In other words, if an hacker attempts to modify a DNS response and send it as original response, then a DNS client which is DNSSEC aware will be able to identify that the response has been tampered. But this does not eliminate the risk of false data injection into a DNS resolution transaction, rather it appends additional information into the responses so that the client will be able to authenticate the response.

To achieve the above mentioned objective, DNSSEC defines a number of new DNS resource records (RRs), namely the DNSKEY, RRSIG, NSEC and DS RRs, and two new message header bits: checking Disabled (CD) and Authenticated Data (AD), and it relies on functions provided by Extended DNS mechanisms (EDNSO).  DNSSEC  allows a zone administrator to  "digitally sign" a Resource Record Set (RRSet), and publish that digital signature, along with the zone administrator's public key, in the DNS. In validating a DNS response, a client can retrieve the related RRset digital signature and then check this signature using the public key against the locally calculated hash value of the RRset, and then validate the zone administrator's public key against a hierarchical signature path that leads to a point of trust. If the above checks succeed than the client cane be confident that the DNS response was authentic. 

In DNSSEC different roles perform different actions. A DNS zone admin signs RRSets with a private key, publishing these signatures for each RRset in the zone file, and publishing the zone public key in the zone file. Also, the  zone administrator has to get the zone’s public key signed by the parent zone administrator. A DNS client role is its ability to perform additional checks on the response which can result in greater accuracy and trust of the DNS response.  DNS itself has a role in DNSSEC which essentially represents a number of additional Resource Records that hold digital signatures of DNS information, as well as key information [2].

7.1 DNSSEC Resource Records

The following resource records carry security information in DNSSEC:

DNSKEY:

In DNSSEC every DNS zone has a private and public key pair which is generated by the administrator.  The public key is published in the zone file in the form of a DNSKEY resource record, the private key remains as secret of the administrator.

An example DNSKEY record for the zone example.com is as follows [from RFC4034]: 

    example.com. 86400 IN DNSKEY 256 3 5 ( AQPSKmynfzW4kyBv015MUG2DeIQ3

                                          Cbl+BBZH4b/0PY1kxkmvHjcZc8no

                                          kfzj31GajIQKY+5CptLr3buXA10h

                                          WqTkF7H6RfoRqXQeogmMHfpftf6z

                                          Mv1LyBUgia7za6ZEzOJBOztyvhjL

                                          742iU/TpPSEDhm2SNKLijfUppn1U

                                          aNvv4w==  )

The Time to Live  (TTL) value is 1 day (86400 seconds). The Flags value is 256, indicating that this is a Zone Key. The protocol value is the constant value 3. The next field is the public key algorithm, and the 

Value 5 indicates RSA/SHA1. The RR value is the Base64 encoding of the public key value. 

 RRSIG:

A RRset is a collection of RRs in a DNS ZONE.Those sets share a common name, class and type. These RRsets are digitally signed by the zone administrator. This signature is generated by generating a hash of the RRset, then encrypting the hash using the zone administrator's private key. The granularity of DNSSEC signing is not that of an entire zone, but is aligned to a unit of a DNS query response. 

         An example RRSIG record for the zone example.com is as follows [from     RFC4034]: 

    host.example.com. 86400 IN RRSIG A 5 3 86400 20030322173103 (

                                  20030220173103 2642 example.com.

                                  oJB1W6WNGv+ldvQ3WDG0MQkg5IEhjRip8WTr

                                  PYGv07h108dUKGMeDPKijVCHX3DDKdfb+v6o

                                  B9wfuh3DTJXUAfI/M0zmO/zz8bW0Rznl8O3t

                                  GNazPwQKkRN20XPXV6nwwfoXmJQbsLNrLfkG

                                  J5D6fwFm8nN+6pBzeDQfsS3Ap3o= )

The first four fields specify the owner name, TTL, Class, and RR type (RRSIG). The next field is the Type Covered field, and the value of "A" indicates that this is a signing of the A RRs for "host.example.com". The next field is the signing algorithm, and the value of 5 indicates that this is signed using RSA/SHA1. The value 3 is the number of Labels in the original owner name. The value 86400 in the RRSIG RDATA is the original TTL value for the covered A RRset. 20030322173103 and 20030220173103 are the expiration and inception dates, indicating that the RRset signature was created on 17:31:03 20/02/2003, and the signature expires at 17:31:03 22/03/2003. The key tag is 2642 and the signer's name is "example.com." The remainder of the RR value is the encrypted hash of the RRset.
NSEC:

The RR’s mentioned above that is, DNSKEY and RRSIG records can be used to check the authenticity of a DNS response, if there is a DNS response, but when there is no authoritative data to return then authentication requires additional information.  In such cases NSEC RR can be used for authentication purposes.  The zone file is ordered in a canonical form, and then NSEC RRs are added to fill the gap. If the zone contained the names “pramodh” and “yalda” , then there would be a RR for pramodh, and the RR value would be yalda, this indicates that there are no defined names between “pramodh” and “yalda”.  The NSEC record for “pramodh” would have as a value field the enumeration of the RR types that are defined for "pramodh". 

If either name does not exists or RR type does not exist then the NSEC record is returned as evidence for the same. The reason for doing this instead of directly sending “no such name” error is that it guarantees that the returned message is not a replay attack.

An example NSEC record for the zone example.com is as follows [from RFC4034]: 

          alfa.example.com. 86400 IN NSEC host.example.com. (

                                     A MX RRSIG NSEC TYPE1234 )

     The first four text fields specify the name, TTL, Class, and RR type (NSEC). The entry host.example.com. is the next authoritative name after alfa.example.com. in canonical order. The A, MX, RRSIG, NSEC, and TYPE1234 mnemonics indicate that there are A, MX, RRSIG, NSEC, and TYPE1234 RRsets associated with the name alfa.example.com. NSEC records can be used to enumerate the entire contents of a zone file. While DNS data is public information, there is some concern over the implicit publication of the entire zone in this manner.    

DS:

The above mentioned three RR’s still do not solve the issue of validation of the zone public key.  An attacker can supply the DNSKEY and RRSIG data to match the bogus RRset data which makes the response look reliable. So the question is how can a client validate the DNSKEY record?

DNSSEC uses a chain of trust model within the hierarchical delegation structure of the DNS itself.  Every DNS zone has a parent zone apart from the root zone. The Delegation Signer (DS) RR contains the hash of the public key of the child zone. This record is signed by the parent zone's private key with a matching RRSIG RR.  The associated DS, RRSIG(DS) and DNSKEY of the parent zone is retrieved to validate the particular zone’s DNSKEY. The DS record is validated by using the DNSKEY to encrypt the RRSIG(DS) record, and then checking that the result matches the DS record. This is the zone public key, according to the zone's parent. This can be compared to the DNSKEY record of the zone in question.  The same steps are applied on the parent zone key. And the process stops at the trusted key which would be the DNSKEY of the root zone.

An example DS record for the zone example.com is as follows [from RFC4034]: 

     dskey.example.com. 86400 IN DS 60485 5 1 ( 2BB183AF5F22588179A53B0A

                                                98631FAD1A292118 )

The first four text fields specify the name, TTL, Class, and RR type (DS). Value 60485 is the key tag for the corresponding "dskey.example.com." DNSKEY RR, and value 5 denotes the algorithm used by this "dskey.example.com." DNSKEY RR. The value 1 is the algorithm used to construct the digest, and the rest of the RDATA text is the digest in hexadecimal.
7.2 How it works

DNSSEC appends the DNS protocol requests with additional data when requested by the client that allows the client to authenticate the RR set data received. In the clients perspective the change is the addition of a RRSIG part to the data response where there is a response that can be generated, and the use of an NSEC RR response, plus its accompanying RRSIG record if there is no authoritative data to respond to the query. In addition to the RRSIG response in the DNS response there is also an RRSIG response covering the records in the authority section and one or more RRSIG responses relating to records in the additional response section. 

Client generates the hash of the data using the algorithm referenced in the RRSIG record. The RRSIG value can be encrypted using the DNSKEY public key which will, in effect, decrypt the hash in the RRSIG record. To do this the client must also have at hand the DNSKEY record for the zone. This will allow client to check if the hash of the RR set data matches the decrypted RRSIG hash.

The additional section of a DNSSEC response contains the DNSKEY.  The client should validate this value if it was not validated within some locally defined period. However [2] domain zone key validation also entails the construction of a trust chain back to a trust anchor point. If this domain key is not already a trust anchor then the client needs to query the parent zone for the DS record of the child zone, which returns both a public key value and an RRSIG value, and a DNSKEY RR. This public key needs to be validated using the DNSKEY of the parent zone. This parent zone public key, in turn, must be validated. This iterative process constructs a trust chain that, hopefully, leads back to a trust anchor. At that point the DNS response can be considered to be validated. 

8. Conclusion
DNS is not immune and there are many threats that surround it. There are many security weaknesses around the Ip and other protocols. Appropriate security is needed to provide adequate protection in DNS, and it is only accomplished through DNSSEC. Clients validate a DNS response using DNSSEC mechanism.  This mechanism can expose tampered DNS data.  DNSSEC is not a PKI infrastructure. However the introduction of signed data into the DNS does have some potential for other uses of the DNS that are related to key distribution mechanisms.
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