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1 INTRODUCTION
The Domain Name System (DNS) is primarily used to map human readable host names to numeric IP addresses. It was not built with security in mind and is susceptible to many well known attacks. The Domain Name System Security Extensions (DNSSEC) is a set of extensions to DNS which attempt to provide some security to DNS.

DNS can be compared to a phone book of Internet addresses. Initially, the mappings were maintained by the Network Information Center (NIC) in a single file called “HOSTS.TXT”. This file was FTPed by all hosts on the network. This method was not scalable, and was replaced with a system that used a distributed database with local caching to improve performance. 

The DNS is distributed by dividing the domain name space into zones. If a name server has complete information for a zone, it is said to be an authoritative name server for that zone. Name servers can also make requests for information from authoritative name servers and cache the replies.
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The domain name space can be represented as a tree of domain names. Domain names follow a consistent structure. An example would be: GW.LCS.MIT.EDU. To resolve a domain name, you might refer to five different name servers. First, you would query a root server, which would give you the names and internet addresses of several authoritative name servers for the .EDU domain. You would then query one of these servers for authoritative name servers for the .MIT domain. This would be repeated until you get the desired address.

Fortunately, you usually don’t have to go through this entire procedure. The root servers are also name servers for the top level domains. A single query will usually get you the name and address for the .sun domain. Additionally, names and addresses are cached in caching servers. These measures will reduce the number of queries required to resolve a domain name.

This process happens transparently to a user. A local agent, called a resolver, queries the servers, and either receives the desired information or a referral to another name server.

DNS is a very simple protocol which works almost invisibly to the user. Since DNS is such a simple protocol, the protocol lacks the basic security requirements of authentication, confidentiality, and integrity. DNS was not designed with security in mind. It is susceptible to several well known threats [4]:

1. Packet Interception

2. ID guessing and query prediction

3. Name chaining

4. Betrayal by trusted server

5. Denial of Service

6. Authenticated Denial of Domain Names

7. Wildcards

Unfortunately, DNSSEC was not designed to meet any specific goals, nor was it designed to protect against a specific set of threats. DNSSEC attempts to provide:

1. Data integrity

2. Authentication of data origin

2 Implementation of DNSSEC:

DNSSEC is implemented by modifying the DNS protocol and uses a set of new resource records and digital signatures. Below is a description of the added resource records and how the resolver and nameservers that use digital signatures work. All the content below can be found in RFC 4033 titled DNS Security Introduction and Requirements [2].

DNS had to be changed dramatically to incorporate security mechanisms. DNS needed to use extra resource record types to incorporate DNSSec. The extra resource record types are the following: Resource Record Signatures (RRSIG), DNS Public Key (DNSKEY), Delegation Signer (DS), and Next Secure (NSEC) [2]. The DNS protocol also needed to add two header bits for Checking Disabled (CD) and Authenticated Data (AD). Extra bits are needed to account for the longer messages because of the addition of the DNSSec mechanism. Also, the DNSSec OK (DO) needs to be supported for security-aware resolvers. The security-aware resolvers can then know that a DNS query wants a DNSSec RR rather than just a regular DNS RR.

To provide the data origin authentication server, DNSSec uses cryptographically generated digital signatures with DNS RRsets. The signatures are stored in a new Resource Record type which is RRSIG. In the DNS typography, each zone has a single private key used to sign the data. Security-aware resolvers learn about the zone’s public key and use that key to authenticate the data.

RRSIG format is as follows a 2 octet Type Covered field, a 1 octet Algorithm field, a 1 octet Labels field, a 4 octet Original TTL field, a 4 octet Signature Expiration field, a 4 octet Signature Inception field, a 2 octet Key tag, the Signer's Name field, and the Signature field [3]. A diagram is show below:

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|        Type Covered           |  Algorithm    |     Labels    |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|                         Original TTL                          |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|                      Signature Expiration                     |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|                      Signature Inception                      |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|            Key Tag            |                               /

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+         Signer's Name         /

/                                                               /

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

/                                                               /

/                            Signature                          /                                                              /                                                               /

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Security-aware resolvers learn about zone public keys by two ways: trust anchor configured into the resolver or by normal DNS resolution. If not using a trust anchor, the DNSKEY resource record is used to send the public key back to the resolver. Since the new public keys need to be authenticated, the security-aware resolver must use a previously authenticated key to authenticate the new public key. Authenticating a new public key with previous authenticated keys is called an Authentication Chain. Therefore, the resolver much have at least one trust anchor to fall back on in the Authentication Chain. The single trust anchor can be of these types: zone signing key, key signing key, or the hash of a key. If the anchor is a hash, a DNS query is used to get the key and then verified.

DNSKEY format is as follows 2 octet Flags Field, 1 octet Protocol Field, 1 octet Algorithm Field, and the Public Key Field [3]. Below is a simple diagram from RFC 4034:

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|              Flags            |    Protocol   |   Algorithm   |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

/                                                               /

/                            Public Key                         /

/                                                               /           +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Delegation Signer is used to simplify authentication between boundaries of parent and children zones. The delegation signer verifies keys between a parent zone and child zone which result in the following authentication chain:

DNSKEY->[DS->DNSKEY]*->RRset [2].

                 The mechanism described above only authenticates existing RRsets in zones. However, the NSEC resource record is used to sign negative or non-existent replies in the DNS responses. NSEC is just an extra resource record that uses the same procedure of signing as described above but for negative responses.

                  Through DNSSec, a security-aware resolver can determine the following states about data: secure, insecure, bogus, and indeterminate. Secure means the resolver has a trust anchor, chain of authority, and can verify all keys. Insecure means that there are some branches in the tree that are not secure based on a non-existent reply. Bogus means that there is a failure in validating the data. Indeterminate means that there is no trust anchor which is the regular DNS mode.

                 Security-aware resolvers require at least one trust anchor, the ability to encrypt and decrypt signatures, and form an authentication chain on newly learned zones. The resolvers must be able to obtain necessary DNSKEY, DS, and RRSIG records. Also, local policies provide security-aware resolvers with rules or guidelines to follow if unsecured records are sent back to the resolver. Stub resolvers are used in recursive resolving to offload much of the resolution work of a regular resolver. Although minimal or difference in rules, the stub resolvers also need to follow the rules of DNSSec. The resolvers need to be secure and uses the Authenticated Data bit to hint at secure data from a recursive nameserver.

Zones and name servers must include DNSSec records of RRSIG, DNSKEY, DS, and NSEC) in all responses and queries. RRSIG records that come with zone data have a validity time. The validity time is meant for the duration that a signature is validate for and different from the TTL of the data.

DNSSEC is implemented by modifying the DNS protocol and uses a set of new resource records and digital signatures.

3 Weaknesses of DNSSEC:

i. DNSSec provides both data integrity and data authentication but there are certain weaknesses associated with it. Firstly, the various receptions which have been authenticated by cryptographically generated digital signature with DNS RRSets are not encrypted. Thus, complete authentication is not achieved. It does not protect against DoS attacks directly. 

ii. DNSSec has another major disadvantage in that it doesn’t provide the correct result if somehow the assumptions are not true. It doesn’t provide the proper solution either for this correct data. The authentication in case of DNSSec is only up to the limit if the data is actually sent by the sender or we can say the owner of the domain. This means that it just authenticates that the owner of the domain is valid or not, it doesn’t matter to DNSSec if that data is not fully correct or from which source it is coming. It might come in from some hacker (man in middle), but it will still be authenticated.
iii. DNSSec has a limited number of functions to work on and it is not very easy to open up these limitations. This makes it difficult for the various domain owners to implement DNSSec. The various implementations thus are not an easy task for DNSSec. The various servers are allowed to modify the DNSSec implementation but within a very short range. In the case of servers over a large area, it becomes really difficult to make modifications in the implementations of DNSSec. Thus, this limitation makes DNSSec suitable for only short ranges, however, if the implementation over larger areas doesn’t require many modifications then DNSSec works fine for receptions over longer distances. To make modifications we need to adapt a different approach. We need to make up for the enormous length of the Internet by making a backward compatible standard. Forming it will solve the weaknesses of the modification of DNSSec implementation over a wide range. However, forming this standard it is not an easy task and thus, presents another drawback.
iv. One more drawback of DNSSec implementations is the fight that exists between the various main owners about important decisions. One of them is “who should keep some common roots like .com”. This decision is very difficult to solve. The main source of contention is whether users should be allowed access to the main root .com. Currently, this root is only provided if the user wants a large domain space. This fight is delaying the implementation of DNSSec. Another problem with DNSSec is if some roots are provided without any authentication which can be used by the owner to perform illegal or malicious activities. For example, it is easy to obtain .tk root extension domain, so an owner of such a domain can easily make a false site to deceive users and breach their security. Additionally, if someone manages to obtain a domain and uses it for malicious motives, it can take considerable time to ban that domain. 

4 CONCLUSION
DNSSec is designed to provide some security for DNS. However, there are many challenges which make it difficult to properly implement DNSSec. Additionally, since DNSSec was not designed to meet specific design goals, it is difficult to measure the success of DNSSec. When properly implemented, DNSSec does provide some extra security and appears to solve some, but not all, of the known threats to the DNS. Therefore, we feel that DNSSec is worth deploying.

This report also talks about how DNSSec works. DNSSec uses cryptographically generated digital signatures with DNS RRsets. The prime concern of DNSSec is to provide data authentication and data integrity. Despite various drawbacks with DNSSec, it still provides a great deal of security for DNS.
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