Applets are Java programs, which run from within Internet browser software. Typically the applets and any required applet resources (like graphics, sound, and/or data) are stored on a server computer at a website you are visiting. The applet and its needed resources are retrieved from the server by the client computer (your computer), which is running the browser software; the applet resources are retrieved by your computer when needed. The applet is executed on your machine after it has been retrieved from the server. The reason that some applets are slower than others to load is that some use more stored resources than others. There are excellent security measures built into the Java language, which prevent applets from monkeying with your computer while they are executing. 
When Java programmers engage in Java applet programming, they typically must use four foundational applet methods which are expected to be in place by the client environment in order to execute a given applet. These four methods are as follows: 

· Init() - Initializes the applet. You never need to call this method directly; it is called automatically by the client environment when a document is first visited (when the applet is created for a page's use). Typically this method will contain the code necessary to instantiate any Beans needed, grab any parameters passed to the applet from the applet tag or its equivalent, initialize variables, acquire peripheral resources like sound files or graphics files, and generally perform such routine initialization functions. 
· Start() - Called to start the applet. You never need to call this method directly; it is called by the client environment when the applet's document is visited. Typically this method will create a new thread of execution for the applet. 
· Stop() - Called to stop the applet. This is called by the client environment when the applet's document is no longer on the screen, and it is guaranteed to be called before the destroy() method is called. You never need to call this method directly. Typically this method is overridden in order to set a flag which causes the run() method to exit. The run() method is only used by those applets which implement the 'runnable' thread interface. 
· Destroy() - Cleans up whatever resources are being held. If the applet is active it is stopped. Typically this method releases any client resources being held and generally cleans up the environment. You can call this method directly if an applet is no longer needed for a given document. 
In addition to the above methods, a method commonly used in Java applet programming is the run() method. Rather than subclassing the Thread class and overriding its run() method, programmers frequently implement the runnable interface in defining the applet. This interface requires that the run() method be used. Most often, the run() method is implemented as a continuous execution loop for selected methods. Typically this loop is conditioned by a flag that is either set or reset by the start() and stop() methods. Typically when the runnable interface is used, the start() method of an applet will explicitly create and start a thread for the applet's use. The run() method is called transparently. 
There are many cases where you would like to customize an applet by passing parameters into it when it starts. Fortunately this is easy to do. On the HTML side, you can pass as many parameters as you like when you invoke the applet.

Java's AWT library allows you to create user interfaces inside of Java applets. The AWT library contains all of the controls that you would expect to find in a simple interface development library: buttons, edit areas, check boxes and so on. The library also has several different containers that you use to arrange your controls on the screen, along with many other features. 

In general, applets loaded over the net are prevented from reading and writing files on the client file system, and from making network connections except the originating host.

Applets loaded over the net are not allowed to start programs on the client. That is, an applet that you visit can't start some rogue process on your PC. In UNIX terminology, applets are not allowed to exec or fork processes. In particular, this means that applets can't invoke some program to list the contents of your file system, and it means that applets can't invoke System.exit() in an attempt to kill your web browser. Applets are also not allowed to manipulate threads outside the applet's own thread group. Applets loaded over the net are also not allowed to load libraries, or to define native method calls. If an applet could define native method calls, that would give the applet direct access to the underlying computer. 

There are two different ways that applets are loaded by a Java system. The way an applet enters the system affects what it is allowed to do. 

If an applet is loaded over the net, then it is loaded by the applet class loader, and is subject to the restrictions enforced by the applet security manager. 

If an applet resides on the client's local disk, and in a directory that is on the client's CLASSPATH, then it is loaded by the file system loader. The most important differences are 

applets loaded via the file system are allowed to read and write files 

applets loaded via the file system are allowed to load libraries on the client 

applets loaded via the file system are allowed to exec processes 

applets loaded via the file system are allowed to exit the virtual machine 

applets loaded via the file system are not passed through the byte code verifier 

Java-enabled browsers use the applet class loader to load applets specified with file: URLs. So, the restrictions and protections that accrue from the class loader and its associated security manager are now in effect for applets loaded via file: URLs

